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S P E A K E R

Why I'm Standing Here

Bettina Sterner, BA

Data Protection · Cybersecurity
AI Governance · ICT Risk

·Currently: Non-Financial Risk Management,
ICT Risk Focus -- Raiffeisenlandesbank Burgenland

· DPO · Lecturer · Author · Podcaster

· GDPR · NIS-2 · DORA · CRA · EU AI Act

· ISACA Austria · Shecurity · CSP

W H Y  T H I S  T O P I C  K E E P S  M E  U P  A T  N I G H T

The technical capabilities are remarkably mature -- these systems can do things that were science fiction ten 
years ago. NIS-2 and DORA create real pressure to use them. But good intentions do not exempt anyone from 
the law. That gap is what this talk is about.

R E S E A R C H  B E H I N D  T H I S  T A L K

Bachelor thesis (Business Informatics, just submitted): Legal permissibility of AI-supported Predictive 
Monitoring for Insider Threat Detection -- focusing on what is actually lawful, not theoretical ideal models.

B O O K  P R O J E C T  I N  P R O G R E S S

“Integrierte Governance statt Parallelwelten” -- Data Protection, 
Information Security, AI and IT Governance are not separate compliance 
silos. They never were.

P O D C A S T

Kaffee & Kipferl - Datenschutz, der schmeckt -- 11 episodes on practical Data 
Protection for SMEs
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O V E R V I E W

What We'll Cover Today

01 Setting the Scene -- what is predictive monitoring and how does it work in practice? Intro

02 From Monitoring to Attribution -- the structural shift that changes everything legally Intro

03 Legal Assessment I: Austrian Labour Law -- §96 ArbVG: employees are the attack surface -- so we start here Legal

04 Legal Assessment II: EU AI Act -- classification, Art. 5 AI Act, high-risk systems Legal

05 Legal Assessment III: GDPR -- Art. 9 GDPR, Art. 22 GDPR (profiling & automated decision-making) Legal

06 The Spoiler -- which law is actually the biggest barrier? Key Insight

07 Governance Preconditions -- what lawful implementation would actually require Governance

This talk can only provide a general overview. Individual assessment by qualified legal counsel is always required. But after today, you'll know where the red flags are.
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P A R T  0 1  O F  0 3

Setting
the Scene

What is insider threat detection, what does predictive monitoring look like in practice -- and why 
is this conversation urgent right now?
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S E T T I N G  T H E  S C E N E

UEBA & Predictive Monitoring: How It Works

W H A T  T H E S E  S Y S T E M S  D O

User and Entity Behavior Analytics (UEBA) systems analyse behavioral 
signals: login patterns, file access, device usage, communication metadata, 
application behaviour -- the exact scope varies by system and configuration.

A company-wide behavioral baseline is established from aggregated real 
data -- what is normal in this organisation. Individual deviations from that 
baseline generate risk scores.

Important: not every system explicitly collects personal data -- but the 
boundary is fluid. GDPR applies as soon as data is attributable to an 
individual, directly or indirectly. “We only process technical data” is rarely a 
valid defence.

W H Y  O R G A N I S A T I O N S  D E P L O Y  T H E M

Regulatory pressure is real -- NIS-2, DORA, ISO 27001: all require 
organisations to detect threats proactively and reduce dwell time.

And employees are -- regardless of intent -- always an attack surface. 
Systems can be hardened. People cannot, not to 100%. It therefore makes 
sense that current security research asks how AI-assisted threat prevention 
and detection can work with employees in scope.

UEBA is one answer to that question. Whether it is a legally permissible one 
is what we are here to discuss.
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S E T T I N G  T H E  S C E N E

The Structural Shift: From Event to Prediction

Traditional monitoring is reactive and suspicion-based: an incident occurs, a specific person falls under reasonable suspicion, targeted measures follow. The 
logic is familiar from criminal procedure -- it has a trigger. Predictive monitoring inverts this logic entirely.

Behavioral data signals
scope varies by system → Company-wide baseline

aggregated: what is 'normal' here? → Individual deviation
detected -- algorithmic → Attribution

person flagged before any act

Why does this shift happen? ENISA's threat report puts actual insider threat actors -- employees who are the genuine threat source -- at just 
0.8% of incidents. But employees are the primary attack surface for everything coming from outside. Vendors use this second, larger 
problem to justify systems designed for the first, smaller one. The result: continuous, suspicionless monitoring of an entire workforce to 
address a risk that materialises in under 1% of cases as an actual insider threat. That mismatch is exactly where the legal problems begin.
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S E T T I N G  T H E  S C E N E  ·  C O N C E P T U A L  B R I D G E

The Presumption of Innocence Problem

We opened with the question: what happens when a system assigns a risk label to a person before any act has occurred? There is a legal concept that speaks 
directly to this -- the presumption of innocence.

T H E  C L A S S I C A L  P R I N C I P L E

The presumption of innocence -- enshrined in Art. 6(2) EMRK, Art. 48 GRC, 
and in Austrian criminal procedure law in § 8 StPO -- holds that no person 
shall be treated as guilty before a court has so determined. It is a 
cornerstone of the rule of law.

It is primarily a procedural principle of criminal law. But its underlying logic --
that attribution of wrongdoing requires a basis -- radiates into other areas of 
law.

T H E  P R E D I C T I V E  M O N I T O R I N G  I N V E R S I O N

Predictive monitoring does not wait for an act. It assigns a risk score -- a 
form of attribution -- based on a statistical deviation from a behavioral 
norm.

The person flagged has done nothing. The system has nonetheless 
categorised them as a potential threat. This is not technically a criminal law 
question. But the structural logic is the same: attribution before act, label 
before proof.

This structural parallel is not just rhetorical. All three frameworks examined today -- labour law, the AI Act, GDPR -- independently arrive at the same requirement: 
there must be a justification, proportionate and legally grounded, before a person can be subjected to this kind of attribution. That convergence is not 
coincidental.
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P A R T  0 2  O F  0 3

Legal
Assessment

Three regulatory frameworks -- Austrian labour law, the EU AI Act, and GDPR -- each have 
something to say. We start where the employee stands.
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L E G A L  A S S E S S M E N T  I  ·  A U S T R I A N  L A B O U R  L A W

§ 96 ArbVG & Art. 8 EMRK: Two Layers of Protection

Art. 8 EMRK -- the right to respect for private life -- applies in the workplace. The European Court of Human Rights is clear: employment does not suspend 
fundamental rights. Any interference must be lawful, necessary, and proportionate. Continuous, suspicionless surveillance of an entire workforce fails this test.

§ 96(1)(3) ArbVG -- The Institutional Veto: mandatory “Betriebsvereinbarung” (works council agreement) required before deploying any control 
measure affecting human dignity. Germany has comparable institutions -- “Betriebsrat” and “Betriebsvereinbarung” -- and the underlying 
principle derives from Art. 8 EMRK across EU jurisdictions.
No “Betriebsvereinbarung”, no deployment: without it, no legitimate interest under Art. 6(1)(f) GDPR can be established. The data processing 
lacks a legal basis -- with consequences under labour and social court proceedings, GDPR fines, and potential damages claims.
Proportionality is substantive, not procedural: §96 ArbVG requires a “Betriebsvereinbarung” for measures that touch human dignity -- but no 
“Betriebsvereinbarung” can authorise measures that violate it. That is an absolute prohibition.
If no works council exists: consent under §10 AVRAG is conceivable -- but structurally questionable under the “Drucktheorie”(coercion doctrine).
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L E G A L  A S S E S S M E N T  I I  ·  E U  A I  A C T

EU AI Act: Classification & Consequences

P R O H I B I T E D  ( A R T .  5 ( 1 ) ( C ) / ( D )  A I  A C T )

Examine carefully

Art. 5(1)(c): systems assessing or classifying persons over time based on social 
behaviour or inferred characteristics, leading to disproportionate or context-
unrelated detriment.

Art. 5(1)(d): risk assessments predicting future misconduct based solely on 
profiling or personal characteristics — regardless of context.

Art. 5(1)(f): inferring emotions of natural persons in the workplace.
Whether a specific UEBA system crosses any of these thresholds requires 
individual assessment — but the question cannot be avoided.

Examine carefully before deployment

H I G H - R I S K  ( A N N E X  I I I )

Almost certainly applicable

Annex III includes AI systems for employment and workers management --
specifically monitoring employee behaviour. UEBA for insider threat detection 
fits this category. And: regardless of other criteria, an AI system listed in Annex 
III is always classified as high-risk if it performs profiling of natural persons --
which UEBA does by definition.

Provider obligations: conformity assessment, technical documentation, 
logging, EU database registration, CE marking.

Deployer obligations: human oversight, transparency to affected employees, 
use only in accordance with the provider's instructions for use — and where 
applicable, fundamental rights impact assessment under Art. 27 AI Act.

Full compliance framework required (from Aug 2026)
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L E G A L  A S S E S S M E N T  I I I  ·  G D P R

GDPR: The Framework Everyone Expects

Profiling (Art. 4(4) GDPR): UEBA constitutes profiling by definition -- automated processing to evaluate personal aspects, including predicting 
behavior. No way around this.
Special category data (Art. 9 GDPR): Where behavioral analytics generate inferences about psychological state, health, or personality, Art. 9 
GDPR may be triggered — the question is not what was collected, but what the system infers. This requires careful assessment in each individual 
case
Profiling & automated decision-making (Art. 22 GDPR): Where a risk score leads to decisions significantly affecting the employee, Art. 22(1) 
applies. A legal basis under Art. 22(2) is required. The right to human review under Art. 22(3) GDPR exists only where the basis is explicit consent 
(Art. 22(2)(a)) or contract (Art. 22(2)(c)). Art. 22(2)(b) requires legislation specifically addressing this processing — a general security mandate 
such as DORA or NIS-2 does not suffice
Legal basis: Legitimate interest (Art. 6(1)(f)) requires a proportionality test -- continuous suspicionless profiling will rarely pass it. Consent is 
structurally coerced. Invoking legal obligation (Art. 6(1)(c)) is also difficult: neither DORA nor NIS-2 explicitly require this form of employee 
monitoring, and both impose protective obligations on the controller. A legal obligation basis requires a specific, concrete obligation, not a 
general security mandate.
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L E G A L  A S S E S S M E N T  I I I  ·  G D P R

Art. 9 GDPR: The Behavioral Biometrics Problem

Art. 4(14) GDPR defines biometric data as personal data resulting from specific technical processing relating to the physical, physiological or 
behavioural characteristics of a natural person, which allow or confirm unique identification. Behavioural characteristics are explicitly included in 
the definition.
Several examined UEBA systems explicitly rely on “biometrical behavioral analysis” -- capturing the concrete individual behaviour of specific 
persons. Whether a specific system's outputs constitute biometric data under Art. 4(14) GDPR, and therefore trigger Art. 9(1) GDPR, must be 
examined carefully in each individual case.
Art. 9(1) GDPR prohibits processing of biometric data for the purpose of uniquely identifying a natural person -- unless one of the narrow 
Art. 9(2) exceptions applies. This is where it gets legally tricky: most of the typical Art. 9(2) grounds are difficult to argue convincingly in a 
continuous, suspicionless monitoring context.

Practical implication: Many vendors do not disclose what their systems actually infer. An independent assessment of the actual model 
outputs -- not the vendor's documentation -- is essential as part of your own obligations as controller. This is exactly what a proper DPIA
under Art. 35 GDPR must do. And if residual risks cannot be eliminated, prior consultation with the supervisory authority is required under 
Art. 36 GDPR — as a formal procedural step, not as a way to get informal clearance from the authority.
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K E Y  F I N D I N G  ·  T H E  C O U N T E R I N T U I T I V E  R E S U L T

Data Protection is not the biggest barrier to UEBA 
deployment in Austria.

GDPR creates significant obstacles -- but they are, in principle, navigable with investment, legal diligence, and careful 
architectural choices.

§ 96 ArbVG and the EU AI Act's prohibition under Art. 5are structural barriers -- they cannot be contracted around, 
cannot be solved with a better privacy notice, and will apply regardless of how well-designed the GDPR compliance is.

§ 96 ArbVG = structural veto
AI Act Art. 5(1)(c)/(d) = hard prohibition 

floor
GDPR = navigable but demanding
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P A R T  0 3  O F  0 3

Governance
Preconditions

What would lawful implementation actually require? Practical guardrails for security, data 
protection, and compliance professionals.

III
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G O V E R N A N C E

What Lawful Implementation Actually Requires

A common misconception: that legal compliance for UEBA is primarily a data 
protection documentation exercise. It is not. The requirements are structural.

Works council involvement from the start -- not as a formality, but as 
a substantive negotiating party with real veto power
Purpose limitation and data minimisation -- technically enforced:
several vendors propose combining security monitoring with HR data 
from personnel files -- this violates fundamental Data Protection 
principles. The Art. 6(4) GDPR compatibility test will in most cases not 
provide a way through — but individual assessment is always required.
Suspicion threshold before individual action -- aggregate risk scoring 
is one thing; acting on an individual score requires a defined human 
review process
Documented AI governance

The human-in-the-loop requirement is not optional. Automated risk 
attribution that leads to consequences for an employee fails under both 
Art. 22 GDPR and the AI Act's human oversight obligations. “Meaningful” 
means the reviewer has the information, the authority, and the actual 
capacity to override the system. There must also be safeguards against the 
reviewer simply clicking through alerts out of habit -- a rubber stamp is not 
human oversight.

Data Protection, Security and AI governance must be built in from the 
start. The right questions begin at training data and model design -- and run 
through to operation, monitoring, and ongoing oversight: What data was the 
model trained on? Has bias been assessed? How are decisions auditable? 
Who monitors model drift?
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G O V E R N A N C E  ·  P R A C T I T I O N E R  C H E C K L I S T

Stop. Did You Actually Check These?

✗
Works council check: Does a works council exist? If yes, has a Betriebsvereinbarung been negotiated -- not just announced? Is the measure proportionate?

✗ Art. 5 GDPR principles check: Has purpose limitation been defined and technically enforced? Has data minimisation been applied? Is there a compatibility assessment if 
data is to be used beyond the original purpose?

✗ Legal basis assessment: Do we actually have one? Legitimate interest rarely passes the proportionality test. Consent is structurally fragile. NIS-2 and DORA do not provide 
a specific legal obligation for this form of monitoring.

!
AI Act classification: Has the system been assessed against Annex III -- independently, by the deployer? The provider's classification is irrelevant for your liability.

! Human oversight mechanism: Is there a defined, documented process for human review before any individual action? Is the reviewer empowered to override -- and 
trained to do so critically?

→ Transparency to employees (Art. 13/14 GDPR): Minimum content of Art. 13 and 14 GDPR must be provided in a way employees can actually access. Buried in the intranet 
is not sufficient.

→
Scope control: Is there a technical mechanism preventing UEBA data from flowing into HR use cases beyond the stated security purpose?
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G O V E R N A N C E  ·  C O N C L U S I O N

The Inconvenient Conclusion

Current UEBA deployments, as typically implemented, do not meet the requirements of Austrian law -- on multiple independent grounds 
simultaneously.
This is not a compliance gap a better DPA will close. The structural problems -- §96 ArbVG, Art. 22 GDPR, Art. 9 GDPR, AI Act high-risk 
obligations -- require architectural and governance changes, not documentation fixes.
NIS-2 and DORA do not override these protections. Both sets of obligations must be satisfied simultaneously. They cannot be played off against 
each other.
Vendors will not tell you this. Independent legal and DPO assessment is essential -- the sales deck is not a compliance framework.

The thesis of this talk, stated plainly: based on the analysis presented, AI-based insider threat detection as currently typically practiced faces 
serious legal obstacles under Austrian law on multiple independent grounds simultaneously -- and those obstacles are structural, not 
documentary.

This does not mean insider threat detection is impossible. It means proportionate design, genuine governance, and real limits on what 
the system can do -- and how its outputs are used.

17 / 20



S U M M A R Y

Five Things to Take Home

Predictive monitoring is structurally different from reactive monitoring. The legal analysis must reflect this -- suspicionless, continuous, 
predictive systems face a fundamentally different compliance landscape.
In Austria, § 96 ArbVG is the first and highest hurdle. Before any GDPR or AI Act analysis: does the measure require a works council agreement? 
In almost every realistic UEBA scenario, the answer is yes.
GDPR is demanding but navigable -- if done properly. That means a genuine DPIA, an honest Art. 9 GDPR analysis, a valid legal basis, and a 
human oversight mechanism that is not cosmetic.
The EU AI Act raises the floor. High-risk classification is very likely. Art. 5 AI Act sets a hard limit that no contractual arrangement can move.
Security obligations do not override employee protection. NIS-2 and DORA require organisations to detect threats. They do not license the 
deployment of legally non-compliant surveillance systems to do so. Both sets of obligations must be fulfilled simultaneously — and 
proportionate, rights-respecting architectures are possible.
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T H A N K  Y O U

Questions & Discussion

Bettina Sterner, BA

bettina.sterner@outlook.com

GDPR § 96 ArbVG Art. 8 EMRK EU AI Act NIS-2 UEBA Human Oversight
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